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1 Introduction

A honeypot is a security device that is designed
to lure malicious activity to itself. Capturing
such malicious activity allows for studying it
to understand the operations and motivation of
attackers, and subsequently helps to better se-
cure computers and networks. A honeypot does
not have any production value. ”It’s a security
resource whose value lies in being probed, at-
tacked, or compromised” [18]. Because it does
not have any production value, any new activi-
ties or network traffic that comes from the hon-
eypot indicates that it has been successfully com-
promised. As such, a compromise is very easy to
detect on honeypots. False positives, as com-
monly found on traditional intrusion detection
systems, do not exist on honeypots.

Honeypots’ origins can be traced far back to
military concepts and usage, but first appeared
in the area of computer security in the 1980s.
Stoll describes the hunt of a hacker in 1986 [19].
In order to monitor the intruder on a live sys-
tem, Stoll and his colleagues provided ”bait”,
fake military reports, to lure the attacker into
a particular area of their system. While this was
not the honeypot that we know today, it was
the first attempt of ”catching flies with honey”.
The initial honeypot that made use of a simu-

lated environment was described by Cheswick in
his account of tracking the Dutch hacker Berferd
in 1991 [5]. In the late 90s, attempts to lure
and observe attackers moved to the mainstream
with the introduction of various tools [6, 1, 4]
and commercial products [3, 2].

In our taxonomy of honeypots [17], we classi-
fied the majority of these systems according to
the taxonomy’s developed classification scheme.
The main class identified of honeypots was the
interaction level. Possible values of the interac-
tion level are high and low. The high interaction
level denotes that the honeypot system allows
for full functional interaction. An example of
such a honeypot is the Honeynet [4]. A low in-
teraction level signifies that the functionality is
limited, for example by using emulated services.
This strategy is followed by Honeyd [14].

Pouget et al compared the interaction levels
[13] and concluded they are complementary in
nature and allow for more accuracy, depending
on the circumstances of deployment and goals of
data collection. For example, it might be unnec-
essary to deploy a high interaction honeypot in
on a global scale as global data is likely to be sim-
ilar; low interaction honeypots are more suited
for this situation. On the other hand, low inter-
action honeypots are not suited for an in-depth
investigation of attackers actions once a honey-
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Figure 1: Server Honeypot Architecture

pot has been successfully compromised. High in-
teraction honeypots are required to meet these
goals as they expose the full functional spectrum
of a computer system for the attacker to inter-
act with and therefore allow for collection of the
desired data.

Typically when discussing honeypots we ref-
erence server honeypots, such as the ones men-
tioned above that expose server services and wait
to be attacked as shown in figure 1. The focus of
this paper, however, is a newer technology called
client honeypots that deals with a different at-
tack vector. First, in section 2 we introduce
client honeypots and review existing client hon-
eypot technology. In section 3 we introduce the
notion of low interaction client honeypots and in-
troduce the first known implementation of such
a tool, called HoneyC.

2 Traditional Client Honeypots

Client honeypots are necessary because they are
able to detect an attack vector that server hon-
eypots are not able to detect. These so-called
client side attacks are assaults of clients that
originate from malicious servers. This could be

Figure 2: Client Honeypot Architecture

a seemingly harmless visit to a website with a
browser. As part of a server’s response to a client
request, the malicious website might serve code
that is targeted at exploiting a vulnerability of
the browser as shown in figure 2. As a result, a
mere visit to the website might leave a machine
exploited with malware. Client honeypots are
designed to interact with servers and detect the
attacks of servers.

The idea of client honeypots was formally
articulated in June 2004 by honeypot pioneer
Lance Spitzner. Fewer than a handful of client
honeypots exist today: Honeyclient [20]; Honey-
monkey [21]; and the client honeypot of the Uni-
versity of Washington (UW) [12]. These client
honeypots focus on malicious web servers, which
they interact with by driving a web browser on
the honeypot system. Honeyclient detects suc-
cessful attacks by monitoring changes to a list
of files, directories, and system configuration af-
ter the Honeyclient has interacted with a server.
Honeymonkey also detects intrusions by moni-
toring changes to a list of executable files and
registry entries, but Honeymonkey goes a step
further by adding monitoring of the child pro-
cesses to its repertoire to detect client side at-

2



Figure 3: HoneyC Component Diagram

tacks. The UW client honeypot uses event trig-
gers of file system activity, process creation, reg-
istry activity, and browser crashes to identify
client side attacks.

All these client honeypots can be classified as
high interaction client honeypots because they
make use of a real browser within a real oper-
ating system environment and monitor the state
of the entire system. With this interaction level
come a few disadvantages. First, operation of
high interaction client honeypots is complex and
costly as they exclusively occupy an entire host
operating system. The inability to detect at-
tacks, so-called false negatives, is another issue
encountered by these implementations. While
the authors do not provide metrics around de-
tection effectiveness, they do acknowledge that
certain events are likely to cause false negatives,
such as user interaction to trigger an attack or
time bombs that delay an attack. Performance is

another shortcoming of these implementations.
Monitoring of state, which is employed by all
these implementations, is an expensive opera-
tion. The performance of Honeymonkey in iden-
tification of exploits was about two minutes per
URL, whereas the UW client honeypot aver-
aged about 6.3 seconds per URL. Honeyclient
has worse performance characteristics in the area
of several minutes per URL.

Additional high interaction client honeypot
projects are being begun [22, 11]. These projects
acknowledge that web browsers are not the only
clients that can be attacked. They also aim at
using state-based knowledge to detect attacks,
but plan to include a framework that is able to
handle different types of clients (P2P, email, me-
dia players, etc).
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3 Low Interaction Client Hon-

eypots

The concept of low interaction client honeypot
was first identified by us in our taxonomy of hon-
eypots [17]. A low interaction client honeypot
is a client honeypot that uses simulated clients
instead of using a real system to interact with
servers. The subsequent analysis of the response
can be based on static analysis, such as signature
matching and/or heuristics, which should lead to
increased performance and the ability to detect
some malicious responses that often elude tra-
ditional high interaction client honeypots, such
as time bombs. Since the low interaction client
honeypot makes use of a simulated client, con-
tainment of attacks is not a major concern and
therefore simplifies deployment of the tool. How-
ever, at the same time, a low interaction client
honeypot is likely to miss some unknown exploits
that would be identified correctly by a high in-
teraction client honeypot. The relationship of
the low interaction client honeypot to the high
interaction client honeypot is very similar to the
interaction level of server honeypots. Tradeoffs
exist, but the technologies are likely to comple-
ment each other.

We identified three tasks that a client hon-
eypot has to fulfill. The client honeypot needs
to interact with the server. This usually en-
tails making a request to the server, consuming
and processing the response. One portion of the
client honeypot needs to create a queue of server
requests for the tool to execute. One could em-
ploy several algorithms to create such a queue
of server requests, such as crawling or search en-
gine integration. In the end, the client honey-
pot needs to analyze the system or the server re-
sponse for violation of the system’s security pol-

icy after the client honeypot has interacted with
the server. The first implementation of a low in-
teraction client honeypot framework, called Hon-
eyC [16], implements these requirements.

HoneyC is a platform independent framework
and consists of three components that map to the
functional requirements outlined above: Queuer,
Visitor, and Analysis Engine as shown in Fig-
ure 3. Each of these components supports plug-
gable modules to suit specific needs. This is
achieved by loosely coupling the components via
a command redirection operator (pipe) for pass-
ing a serialized representation of the request and
response objects. As long as the components
agree on the serialized representation of the re-
quest and response object, this makes the com-
ponents implementation independent and inter-
changeable. This technique is commonly used
in Unix for a flexible approach to perform com-
plex tasks. In our instance, this allows us to cre-
ate a Queuer component that generates request
objects via integration with a particular search
engine API written in Ruby, or to implement a
Queuer component that crawls a network in C.

In the initial version of HoneyC, we are con-
centrating on the HTTP 1.1 protocol [9] and
have created a serialized representation of HTTP
requests and HTTP responses for the compo-
nents to interact with. We have chosen XML
representation [7] as an industry-wide standard
for exchanging content in a machine readable for-
mat. Figure 4 shows examples of HTTP requests
that are generated by the Queuer component and
consumed by the Visitor component. Figure 5
shows examples of the corresponding HTTP re-
sponses that are generated by the Visitor and
analyzed by the Analysis Engine. Since we are
working with a command redirection operator to
pass the request and response from component
to component, the component simply needs to

4



Figure 4: HTTP Requests Example

Figure 5: HTTP Responses Example

read from standard input and write to standard
output. To ensure high performance, threads are
used to simultaneously read from standard in-
put and write to standard output. The HoneyC
framework automatically links each component
to ensure appropriate flow of information.

Implementation components that work with
the HTTP objects are provided with the initial
version of HoneyC. The Yahoo Search API com-
ponent is an implementation of a Queuer. It
is responsible for retrieving URLs by querying
the Yahoo Search API with a set of given search
parameters. The web browser is a simple im-
plementation of a Visitor component that makes
the HTTP request and passes on the response to

the Analysis Engine. We implemented a Snort
Rules Analysis Engine component, which is able
to analyze the response against a set of Snort sig-
natures, a de facto standard of intrusion detec-
tion signatures, originating from the lightweight
intrusion detection system Snort [15].

4 Preliminary Results of Hon-

eyC

In this section we present preliminary results of
working with HoneyC. We examine performance
figures first. With the initially provided HTTP
components, we executed HoneyC to query the
Yahoo Search API for 20 distinct keywords and
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Figure 6: Snort Signature ActiveX Example

Figure 7: Snort Signature JavaScript Example

subsequently had HoneyC visit 2000 websites.
The responses of the websites were analyzed
against a handful of Snort rules. The duration
of HoneyC execution was averaged resulting in a
visit and analysis of one website in 3.5 seconds,
a performance improvement compared to tradi-
tional high interaction client honeypots. No di-
rect comparison between a high interaction client
honeypot and HoneyC has been undertaken at
this time as experiments need to involve identi-
cal hardware and visitation schemes, and is left
for future work.

We examined HoneyC’s ability to detect ma-
licious servers with the Snort Rule Analysis En-
gine. Figure 6 and 7 depict two examples of
Snort signatures. Snort signatures are com-
posed of matching elements and informational
elements that are included in the alert that is
being generated once a match has been deter-
mined. The first section tcp any any ¡¿ any any

states that any tcp traffic should be considered.
flow:to client,established filters this traffic fur-
ther into consideration of traffic that only flows

to the client, aka the response of the server. Fi-
nally, the content specifies the specific string that
should be contained in the response for the rule
to fire. Optionally, content matching can be case
insensitive. Once the rule fires, an alert is gener-
ated that contains the informational elements of
the rule, such as the message, the unique identi-
fier SID, the reference URL with additional in-
formation about the alert, and the classification
of the alert.

The two signatures depicted support identifi-
cation of malicious content in a web server re-
sponse. The first signature identifies a mali-
cious ActiveX control [8] using the class id as
an identifier of the ActiveX component, whereas
the second signature identifies EMACScript code
[10], commonly referred to as JavaScript, that
attempts to modify a user’s home page setting
of their browser. The latter is a good example
of how HoneyC can identify malicious code that
is difficult to identify by current high interaction
client honeypots, since user interaction might be
required to trigger the JavaScript code. How-
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ever, depending on the signature quality, false
alerts could result and this is a tradeoff to the
higher performance obtained with low interac-
tion client honeypots.

Figure 8: Complementary Client Honeypots

5 Conclusion and Future Work

In this paper we have introduced a new type
of client honeypot, a low interaction client hon-
eypot, which is designed to address some of
the shortcomings of traditional high interaction
client honeypots. We have provided and de-
scribed an initial implementation of this new
technology with HoneyC. While HoneyC is still
in its initial stages, preliminary testing has
shown some promising results in performance
and detection capabilities of this new technology.
We acknowledge that signature-based detection
as currently implemented by HoneyC is likely to
result in some false alerts. However, similar to
server honeypots, we believe the performance ca-
pabilities of low interaction client honeypots will
complement the detection rates of high interac-
tion client honeypots when used in tandem.

Future work is targeted at investigating the
complementary nature of low interaction and
high interaction client honeypots. We envision
a complementary system that makes use of both
technologies to identify malicious servers fast
and reliably as shown in figure 8. The low in-
teraction client honeypot could serve as the pri-
mary system to crawl the network and identify
malicious servers. Since the classification of this
component could signify a false alert, the in-
formation about the suspicious server is passed
to a high interaction client honeypot for a fol-
low up interaction. Once the high interaction
client honeypot has made a final assessment of
the server, it could feedback this information to
be combined with the initial assessment to tune
the detection algorithm of the low interaction
client honeypot. Further, the high interaction
client honeypot could feed entirely new signa-
tures to the low interaction client honeypot to
be considered in its detection algorithm.
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In addition, there are many opportunities in
improving the existing implementation of Hon-
eyC itself, such as performance improvements
and creation of more comprehensive detection
algorithms and signatures. Once implemented,
they would allow us to perform some direct per-
formance and detection capability comparisons
between the two technologies. Further, there are
additional opportunities for future work in the
area of Queuer algorithms and Visitor compo-
nents. We would like to investigate what Queuer
algorithms are most effective in the selection of
potentially malicious servers. Also, we would like
to include different Visitors and compare dis-
tributions and trends of malicious web servers
vs. other types of servers. If you are inter-
ested in joining the project and bringing Hon-
eyC forward, please contact Christian Seifert at
cseifert@mcs.vuw.ac.nz.
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